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2 About TiDB

2.1 TiDB Introduction

TiDB (/’ta di bi:/, “Ti” stands for Titanium) is an open-source NewSQL database that
supports Hybrid Transactional and Analytical Processing (HTAP) workloads. It is MySQL
compatible and features horizontal scalability, strong consistency, and high availability. The
goal of TiDB is to provide users with a one-stop database solution that covers OLTP (Online
Transactional Processing), OLAP (Online Analytical Processing), and HTAP services. TiDB
is suitable for various use cases that require high availability and strong consistency with
large-scale data.

2.1.1 Key features

o Horizontally scaling out or scaling in easily

The TiDB architecture design of separating computing from storage enables you to
separately scale out or scale in the computing or storage capacity online as needed.
The scaling process is transparent to application operations and maintenance staff.

« Financial-grade high availability

The data is stored in multiple replicas. Data replicas obtain the transaction log using
the Multi-Raft protocol. A transaction can be committed only when data has been
successfully written into the majority of replicas. This can guarantee strong consis-
tency, and availability when a minority of replicas go down. To meet the requirements
of different disaster tolerance levels, you can configure the geographic location and
number of replicas as needed.

e Real-time HTAP

TiDB provides two storage engines: TiKV, a row-based storage engine, and TiFlash,
a columnar storage engine. TiFlash uses the Multi-Raft Learner protocol to replicate
data from TiKV in real time, ensuring that the data between the TiKV row-based
storage engine and the TiFlash columnar storage engine are consistent. TiKV and
TiFlash can be deployed on different machines as needed to solve the problem of HTAP
resource isolation.

¢ Cloud-native distributed database

TiDB is a distributed database designed for the cloud, providing flexible scalability,
reliability and security on the cloud platform. Users can elastically scale TiDB to
meet the requirements of their changing workloads. In TiDB, each piece of data has 3
replicas at least, which can be scheduled in different cloud availability zones to tolerate
the outage of a whole data center. TiDB Operator helps manage TiDB on Kubernetes
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and automates tasks related to operating the TiDB cluster, which makes TiDB easier
to deploy on any cloud that provides managed Kubernetes. TiDB Cloud, the fully-
managed TiDB service, is the easiest, most economical, and most resilient way to
unlock the full power of TiDB in the cloud, allowing you to deploy and run TiDB
clusters with just a few clicks.

o Compatible with the MySQL 5.7 protocol and MySQL ecosystem

TiDB is compatible with the MySQL 5.7 protocol, common features of MySQL, and
the MySQL ecosystem. To migrate your applications to TiDB, you do not need to
change a single line of code in many cases or only need to modify a small amount of
code. In addition, TiDB provides a series of data migration tools to help easily migrate
application data into TiDB.

2.1.2 Use cases

« Financial industry scenarios with high requirements for data consistency,
reliability, availability, scalability, and disaster tolerance

As we all know, the financial industry has high requirements for data consistency,
reliability, availability, scalability, and disaster tolerance. The traditional solution is to
provide services in two data centers in the same city, and provide data disaster recovery
but no services in a third data center located in another city. This solution has the
disadvantages of low resource utilization, high maintenance cost, and the fact that
RTO (Recovery Time Objective) and RPO (Recovery Point Objective) cannot meet
expectations. TiDB uses multiple replicas and the Multi-Raft protocol to schedule
data to different data centers, racks, and machines. When some machines fail, the
system can automatically switch to ensure that the system RTO 30s and RPO = 0.

e« Massive data and high concurrency scenarios with high requirements for
storage capacity, scalability, and concurrency

As applications grow rapidly, the data surges. Traditional standalone databases cannot
meet the data capacity requirements. The solution is to use sharding middleware or a
NewSQL database (like TiDB), and the latter is more cost-effective. TiDB adopts a
separate computing and storage architecture, which enables you to scale out or scale
in the computing or storage capacity separately. The computing layer supports a
maximum of 512 nodes, each node supports a maximum of 1,000 concurrencies, and
the maximum cluster capacity is at the PB (petabytes) level.

e Real-time HTAP scenarios

With the fast growth of 5G, Internet of Things, and artificial intelligence, the data gen-
erated by a company keeps increasing tremendously, reaching a scale of hundreds of
TB (terabytes) or even the PB level. The traditional solution is to process online trans-
actional applications using an OLTP database and use an ETL (Extract, Transform,
Load) tool to replicate the data into an OLAP database for data analysis. This solution
has multiple disadvantages such as high storage costs and poor real-time performance.
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TiDB introduces the TiFlash columnar storage engine in v4.0, which combines with the
TiKV row-based storage engine to build TiDB as a true HTAP database. With a small
amount of extra storage cost, you can handle both online transactional processing and
real-time data analysis in the same system, which greatly saves the cost.

o Data aggregation and secondary processing scenarios

The application data of most companies are scattered in different systems. As the
application grows, the decision-making leaders need to understand the business status
of the entire company to make decisions in time. In this case, the company needs to
aggregate the scattered data into the same system and execute secondary processing
to generate a T+0 or T+1 report. The traditional solution is to use ETL and Hadoop,
but the Hadoop system is complicated, with high operations and maintenance cost and
storage cost. Compared with Hadoop, TiDB is much simpler. You can replicate data
into TiDB using ETL tools or data migration tools provided by TiDB. Reports can be
directly generated using SQL statements.

2.1.3 See also

o TiDB Architecture
o TiDB Storage

o TiDB Computing
TiDB Scheduling

2.2 What’s New in TiDB 5.0

Release date: April 7, 2021
TiDB version: 5.0.0

In v5.0, PingCAP is dedicated to helping enterprises quickly build applications based on
TiDB, freeing them from worries about database performance, performance jitter, security,
high availability, disaster recovery, troubleshooting SQL performance, and so on.

In v5.0, the key new features or improvements are as follows:

 Introduce Massively Parallel Processing (MPP) architecture through TiFlash nodes,
which shares the execution workloads of large join queries among TiFlash nodes. When
the MPP mode is enabled, TiDB, based on cost, determines whether to use the MPP
framework to perform the calculation. In the MPP mode, the join keys are redis-
tributed through the Exchange operation while being calculated, which distributes the
calculation pressure to each TiFlash node and speeds up the calculation. According
to the benchmark, with the same cluster resource, TiDB 5.0 MPP shows 2 to 3 times
of speedup over Greenplum 6.15.0 and Apache Spark 3.1.1, and some queries have 8
times better performance.
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o Introduce the clustered index feature to improve database performance. For example,
in the TPC-C tpmC test, the performance of TiDB, with clustered index enabled,
improves by 39%.

« Enable the async commit feature to reduce the write latency. For example, in the
64-thread Sysbench test, the average latency of updating indexes, with async commit
enabled, is reduced by 41.7%, from 12.04 ms to 7.01 ms.

e Reduce jitters. This is achieved by improving the optimizer stability and by limiting
system tasks’ usages of 1/O, network, CPU, and memory resources. For example, in
the 8-hour performance test, the standard deviation of TPC-C tpmC does not exceed
2%.

o Enhance system stability by improving scheduling and by keeping execution plans
stable as much as possible.

o Introduces Raft Joint Consensus algorithm, which ensures the system availability dur-
ing the Region membership change.

o Optimize EXPLAIN features and invisible index, which helps Database Administrators
(DBAs) debug SQL statements more efficiently.

o Guarantee reliability for enterprise data. You can back up data from TiDB to Amazon
S3 storage and Google Cloud GCS, or restore data from these cloud storage platforms.

o Improve performance of data import from or data export to Amazon S3 storage or
TiDB/MySQL, which helps enterprises quickly build applications on the cloud. For
example, in the TPC-C test, the performance of importing 1 TiB data improves by
40%, from 254 GiB/h to 366 GiB/h.

2.2.1 Compatibility changes

2.2.1.1 System variables

e Add the tidb_executor concurrency system variable to control the concur-
rency of multiple operators. The previous tidb_*_concurrency settings (such as
tidb_projection_concurrency) still take effect but with a warning when you use
them.

e Add the tidb_skip_ascii_check system variable to specify whether to skip the ASCII
validation check when the ASCII character set is written. This default value is OFF.

e Add the tidb_enable strict double type check system variable to determine
whether the syntax like double (N) can be defined in the table schema. This default
value is OFF.

o Change the default value of tidb_dml batch_size from 20000 to 0. This means that
batch DML statements are no longer used by default in LOAD/INSERT INTO SELECT
<~ .... Instead, large transactions are used to comply with the strict ACID semantics.

27



P PingCAP

Note:

The scope of the variable is changed from session to global, and the
default value is changed from 20000 to 0. If the application relies on
the original default value, you need to use the set global statement to
modify the variable to the original value after the upgrade.

Control temporary tables’ syntax compatibility using the tidb_enable noop_ functions
<~ system variable. When this variable value is OFF, the CREATE TEMPORARY TABLE
syntax returns an error.

Add the following system variables to directly control the garbage collection-related
parameters:

— tidb_gc_concurrency

— tidb_gc_enable

— tidb_gc_life_time

— tidb_gc_run_interval
— tidb_gc_scan_lock_mode

Change the default value of enable-joint-consensus from false to true, which
enables the Joint Consensus feature by default.

Change the value of tidb_enable amend pessimistic_txn from O or 1 to ON or OFF.

Change the default value of tidb_enable clustered index from OFF to INT_ONLY
with the following new meanings:

— ON: clustered index is enabled. Adding or deleting non-clustered indexes is sup-
ported.

— OFF: clustered index is disabled. Adding or deleting non-clustered indexes is
supported.

— INT_ONLY: the default value. The behavior is consistent with that before v5.0.
You can control whether to enable clustered index for the INT type together with
alter-primary-key = false.

Note:

The INT_ONLY value of tidb_enable clustered_index in 5.0 GA has
the same meaning as the OFF value in 5.0 RC. After upgrading from a
5.0 RC cluster with the OFF setting to 5.0 GA, it will be displayed as
INT_ONLY.
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2.2.1.2 Configuration file parameters

o Add the index-1imit configuration item for TiDB. Its value defaults to 64 and ranges
between [64,512]. A MySQL table supports 64 indexes at most. If its value exceeds
the default setting and more than 64 indexes are created for a table, when the table
schema is re-imported into MySQL, an error will be reported.

o Add the enable-enum-length-limit configuration item for TiDB to be compatible
and consistent with MySQL’s ENUM/SET length (ENUM length < 255). The default
value is true.

» Replace the pessimistic-txn.enable configuration item with the tidb_txn mode
environment variable.

» Replace the performance.max-memory configuration item with performance.server
— —memory-quota

» Replace the tikv-client.copr-cache.enable configuration item with tikv-client
<~ .copr-cache.capacity-mb. If the item’s value is 0.0, this feature is disabled. If
the item’s value is greater than 0.0, this feature is enabled. Its default value is 1000.0.

» Replace the rocksdb.auto-tuned configuration item with rocksdb.rate-limiter-
< auto-tuned.

e Delete the raftstore.sync-log configuration item. By default, written data is
forcibly spilled to the disk. Before v5.0, you can explicitly disable raftstore.sync-
— log. Since v5.0, the configuration value is forcibly set to true.

o Change the default value of the gc.enable-compaction-filter configuration item
from false to true.

o Change the default value of the enable-cross-table-merge configuration item from
false to true.

o Change the default value of the rate-limiter-auto-tuned configuration item from
false to true.

2.2.1.3 Others

» Before the upgrade, check the value of the TiDB configuration feedback-probability
< . If the value is not 0, the “panic in the recoverable goroutine” error will occur
after the upgrade, but this error does not affect the upgrade.

o Forbid conversion between VARCHAR type and CHAR type during the column type change
to avoid data correctness issues.

2.2.2 New features

2.2.2.1 SQL

2.2.2.1.1 List partitioning (Experimental)

User document
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With the list partitioning feature, you can effectively query and maintain tables with a
large amount of data.

With this feature enabled, partitions and how data is distributed among partitions are de-
fined according to the PARTITION BY LIST(expr)PARTITION part_name VALUES IN (...)
expression. The partitioned tables’ data set supports at most 1024 distinct integer values.
You can define the values using the PARTITION ... VALUES IN (...) clause.

To enable list partitioning, set the session variable tidb_enable list partition to ON.

2.2.2.1.2 List COLUMNS partitioning (Experimental)
User document

List COLUMNS partitioning is a variant of list partitioning. You can use multiple
columns as partition keys. Besides the integer data type, you can also use the columns in
the string, DATE, and DATETIME data types as partition columns.

To enable List COLUMNS partitioning, set the session variable tidb_enable list partition
— to ON.

2.2.2.1.3 Invisible indexes
User document, #9246

When you tune performance or select optimal indexes, you can set an index to be Visible
— or Invisible by using SQL statements. This setting can avoid performing resource-
consuming operations, such as DROP INDEX and ADD INDEX.

To modify the visibility of an index, use the ALTER INDEX statement. After the modifi-
cation, the optimizer decides whether to add this index to the index list based on the index
visibility.

2.2.2.1.4 EXCEPT and INTERSECT operators
User document, #18031

The INTERSECT operator is a set operator, which returns the intersection of the result
sets of two or more queries. To some extent, it is an alternative to the Inner Join operator.

The EXCEPT operator is a set operator, which combines the result sets of two queries and
returns elements that are in the first query result but not in the second.

2.2.2.2 Transaction
User document, #18005

In the pessimistic transaction mode, if the tables involved in a transaction contain con-
current DDL operations or SCHEMA VERSION changes, the system automatically updates the
transaction’s SCHEMA VERSION to the latest to ensure the successful transaction commit,
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and to avoid that the client receives the Information schema is changed error when the
transaction is interrupted by DDL operations or SCHEMA VERSION changes.

This feature is disabled by default. To enable the feature, modify the value of
tidb_enable amend pessimistic_txn system variable. This feature is introduced in
v4.0.7 and has the following issues fixed in v5.0:

o The compatibility issue that occurs when TiDB Binlog executes Add Column operations

o The data inconsistency issue that occurs when using the feature together with the
unique index

o The data inconsistency issue that occurs when using the feature together with the
added index

Currently, this feature still has the following incompatibility issues:

o Transaction’s semantics might change when there are concurrent transactions

o Known compatibility issue that occurs when using the feature together with TiDB
Binlog

e Incompatibility with Change Column

2.2.2.3 Character set and collation

e Support the utf8mb4_unicode_ci and utf8_ unicode_ci collations. User document,

#17596
e Support the case-insensitive comparison sort for collations

2.2.2.4 Security
User document, #18566

To meet security compliance requirements (such as General Data Protection Regulation,
or GDPR), the system supports desensitizing information (such as ID and credit card num-
ber) in the output error messages and logs, which can avoid leaking sensitive information.

TiDB supports desensitizing the output log information. To enable this feature, use the
following switches:

o The global variable tidb_redact_log. Its default value is 0, which means that desen-
sitization is disabled. To enable desensitization for tidb-server logs, set the variable
value to 1.

o The configuration item security.redact-info-log. Its default value is false, which
means that desensitization is disabled. To enable desensitization for tikv-server logs,
set the variable value to true.

o The configuration item security.redact-info-log. Its default value is false, which
means that desensitization is disabled. To enable desensitization for pd-server logs, set
the variable value to true.
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o The configuration item security.redact_info_log for tiflash-server and security.
— redact-info-log for tiflash-learner. Their default values are both false, which
means that desensitization is disabled. To enable desensitization for tiflash-server and
tiflash-learner logs, set the values of both variables to true.

This feature is introduced in v5.0. To use the feature, enable the system variable and
all configuration items above.

2.2.3 Performance optimization

2.2.3.1 MPP architecture
User document

TiDB introduces the MPP architecture through TiFlash nodes. This architecture allows
multiple TiFlash nodes to share the execution workload of large join queries.

When the MPP mode is on, TiDB determines whether to send a query to the MPP engine
for computation based on the calculation cost. In the MPP mode, TiDB distributes the
computation of table joins to each running TiFlash node by redistributing the join key during
data calculation (Exchange operation), and thus accelerates the calculation. Furthermore,
with the aggregation computing feature that TiFlash has already supported, TiDB can
pushdown the computation of a query to the TiFlash MPP cluster. Then the distributed
environment can help accelerate the entire execution process and dramatically increase the
speed of analytic queries.

In the TPC-H 100 benchmark test, TiFlash MPP delivers significant processing speed
over analytic engines of traditional analytic databases and SQL on Hadoop. With this
architecture, you can perform large-scale analytic queries directly on the latest transaction
data, with a higher performance than traditional offline analytic solutions. According to the
benchmark, with the same cluster resource, TiDB 5.0 MPP shows 2 to 3 times of speedup over
Greenplum 6.15.0 and Apache Spark 3.1.1, and some queries have 8 times better performance.

Currently, the main features that the MPP mode does not support are as follows (For
details, refer to Use TiFlash):

« Table partitioning

e Window Function

o Collation

e Some built-in functions

» Reading data from TiKV
« OOM spill

e Union

e Full Outer Join
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2.2.3.2 Clustered index
User document, #4841

When you are designing table structures or analyzing database behaviors, it is recom-
mended to use the clustered index feature if you find that some columns with primary keys
are often grouped and sorted, queries on these columns often return a certain range of data
or a small amount of data with different values, and the corresponding data does not cause
read or write hotspot issues.

Clustered indexes, also known as index-organized tables in some database management
systems, is a storage structure associated with the data of a table. When creating a clustered
index, you can specify one or more columns from the table as the keys for the index. TiDB
stores these keys in a specific structure, which allows TiDB to quickly and efficiently find
the rows associated with the keys, thus improves the performance of querying and writing
data.

When the clustered index feature is enabled, the TiDB performance improves signif-
icantly (for example in the TPC-C tpmC test, the performance of TiDB, with clustered
index enabled, improves by 39%) in the following cases:

o When data is inserted, the clustered index reduces one write of the index data from
the network.

o When a query with an equivalent condition only involves the primary key, the clustered
index reduces one read of index data from the network.

e When a query with a range condition only involves the primary key, the clustered index
reduces multiple reads of index data from the network.

o When a query with an equivalent or range condition involves the primary key prefix,
the clustered index reduces multiple reads of index data from the network.

Each table can either use a clustered or non-clustered index to sort and store data. The
differences of these two storage structures are as follows:

o When creating a clustered index, you can specify one or more columns in the table
as the key value of the index. A clustered index sorts and stores the data of a table
according to the key value. Each table can have only one clustered index. If a table
has a clustered index, it is called a clustered index table. Otherwise, it is called a
non-clustered index table.

o When you create a non-clustered index, the data in the table is stored in an unordered
structure. You do not need to explicitly specify the key value of the non-clustered
index, because TiDB automatically assigns a unique ROWID to each row of data.
During a query, the ROWID is used to locate the corresponding row. Because there
are at least two network I/O operations when you query or insert data, the performance
is degraded compared with clustered indexes.

When table data is modified, the database system automatically maintains clustered
indexes and non-clustered indexes for you.
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All primary keys are created as non-clustered indexes by default. You can create a
primary key as a clustered index or non-clustered index in either of the following two ways:

o Specify the keyword CLUSTERED | NONCLUSTERED in the statement when creating a
table, then the system creates the table in the specified way. The syntax is as follows:

CREATE TABLE "t~ ("a” VARCHAR(255), “b~ INT, PRIMARY KEY (Ta”, “b7)
< CLUSTERED) ;

Or

CREATE TABLE "t~ ("a” VARCHAR(255) PRIMARY KEY CLUSTERED, “b~ INT);

You can execute the statement SHOW INDEX FROM tbl-name to query whether a table
has a clustered index.

» Configure the system variable tidb_enable_clustered_index to control the clustered
index feature. Supported values are ON, OFF, and INT_ONLY.

— ON: Indicates that the clustered index feature is enabled for all types of primary
keys. Adding and dropping non-clustered indexes are supported.

— OFF: Indicates that the clustered index feature is disabled for all types of primary
keys. Adding and dropping non-clustered indexes are supported.

— INT_ONLY: The default value. If the variable is set to INT_ONLY and alter-
— primary-key is set to false, the primary keys which consist of single integer
columns are created as clustered indexes by default. The behavior is consistent
with that of TiDB v5.0 and earlier versions.

If a CREATE TABLE statement contains the keyword CLUSTERED | NONCLUSTERED, the
statement overrides the configuration of the system variable and the configuration item.

You are recommended to use the clustered index feature by specifying the keyword
CLUSTERED | NONCLUSTERED in statements. In this way, it is more flexible for TiDB to use
all data types of clustered and non-clustered indexes in the system at the same time as
required.

It is not recommended to use tidb_enable clustered_index = INT_ONLY, because
INT _ONLY is temporarily used to make this feature compatible and will be deprecated in the
future.

Limitations for the clustered index are as follows:

o Mutual conversion between clustered indexes and non-clustered indexes is not sup-
ported.

« Dropping clustered indexes is not supported.

o Adding, dropping, and altering clustered indexes using ALTER TABLE statements are
not supported.
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» Reorganizing and re-creating a clustered index is not supported.

« Enabling or disabling indexes is not supported, which means the invisible index feature
is not effective for clustered indexes.

o Creating a UNIQUE KEY as a clustered index is not supported.

o Using the clustered index feature together with TiDB Binlog is not supported. After
TiDB Binlog is enabled, TiDB only supports creating a single integer primary key as
a clustered index. TiDB Binlog does not replicate data changes of existing tables with
clustered indexes to the downstream.

o Using the clustered index feature together with the attributes SHARD_ROW_ID BITS and
PRE_SPLIT_REGIONS is not supported.

o If the cluster is upgraded to a later version then rolls back, you need to downgrade
newly-added tables by exporting table data before the rollback and importing the data
after the rollback. Other tables are not affected.

2.2.3.3 Async Commit
User document, #8316

The client of the database will wait for the database system to complete the transaction
commit in two phases (2PC) synchronously. The transaction returns the result to the client
after the first phase commit is successful, and the system executes the second phase commit
operation in the background asynchronously to reduce the transaction commit latency. If
the transaction write involves only one Region, the second phase is omitted directly, and the
transaction becomes a one-phase commit.

After the Async Commit feature is enabled, with the same hardware and configuration,
when Sysbench is set to test the Update index with 64 threads, the average latency decreases
by 41.7% from 12.04ms to 7.01ms.

When Async Commit feature is enabled, to reduce one network interaction latency and
improve the performance of data writes, database application developers are recommended
to consider reducing the consistency of transactions from linear consistency to causal con-
sistency. The SQL statement to enable causal consistency is START TRANSACTION WITH
< CAUSAL CONSISTENCY.

After the causal consistency is enabled, with the same hardware and configuration, when
Sysbench is set to test oltp write only with 64 threads, the average latency decreased by
5.6% from 11.86ms to 11.19ms.

After the consistency of transactions is reduced from the linear consistency to causal
consistency, if there is no interdependence between multiple transactions in the application,
the transactions do not have a globally consistent order.

The Async Commit feature is enabled by default for newly created v5.0
clusters.

This feature is disabled by default for clusters upgraded from earlier versions to v5.0. You
can enable this feature by executing the set global tidb_enable_async_commit = ON;
and set global tidb_enable_1pc = ON; statements.
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The limitation for the Async Commit feature is as follows:

e Direct downgrade is not supported.

2.2.3.4 Enable the Coprocessor cache feature by default
User document, #18028

In 5.0 GA, the Coprocessor cache feature is enabled by default. After this feature is
enabled, to reduce the latency of reading data, TiDB caches the calculation results of the
operators pushed down to tikv-server in tidb-server.

To disable the Coprocessor cache feature, you can modify the capacity-mb configuration
item of tikv-client.copr-cache to 0.0.

2.2.3.5 Improve the execution performance of delete from table where id <7
Limit 7 statement

418028

The p99 performance of the delete from table where id <7 limit 7 statement is
improved by 4 times.

2.2.3.6 Optimize load base split strategy to solve the performance problem that
data cannot be split in some small table hotspot read scenarios

#18005

2.2.4 Improve stability

2.2.4.1 Optimize the performance jitter issue caused by imperfect scheduling
#18005

The TiDB scheduling process occupies resources such as 1/O, network, CPU, and mem-
ory. If TiDB does not control the scheduled tasks, QPS and delay might cause performance
jitter due to resource preemption.

After the following optimizations, in the 8-hour performance test, the standard deviation
of TPC-C tpmC does not exceed 2%.

2.2.4.1.1 Introduce new scheduling calculation formulas to reduce unneces-
sary scheduling and performance jitter

When the node capacity is always near the waterline set in the system, or when the
store-limit is set too large, to balance the capacity load, the system frequently schedules
Regions to other nodes or even schedules Regions back to their original nodes. Because
scheduling occupies resources, such as I/0, network, CPU, and memory, and causes perfor-
mance jitter, this type of scheduling is not necessary.
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To mitigate this issue, PD introduces a new set of default scheduling calculation formulas.
You can switch back to the old formulas by configuring region-score-formula-version
— = vl.

2.2.4.1.2 Enable the cross-table Region merge feature by default
User document

Before v5.0, TiDB disables the cross-table Region merge feature by default. Starting
from v5.0, this feature is enabled by default to reduce the number of empty Regions and
the overhead of network, memory, and CPU. You can disable this feature by modifying the
schedule.enable-cross-table-merge configuration item.

2.2.4.1.3 Enable the system to automatically adjust the data compaction
speed by default to balance the contention for I/O resources between background
tasks and foreground reads and writes

User document

Before v5.0, to balance the contention for I/O resources between background tasks and
foreground reads and writes, the feature that the system automatically adjusts the data
compaction speed is disabled by default. Starting from v5.0, TiDB enables this feature by
default and optimizes the algorithm so that the latency jitter is significantly reduced.

You can disable this feature by modifying the rate-limiter-auto-tuned configuration
item.

2.2.4.1.4 Enable the GC Compaction Filter feature by default to reduce
GC’s consumption of CPU and I/O resources

User document, #18009

When TiDB performs garbage collection (GC) and data compaction, partitions occupy
CPU and I/0 resources. Overlapping data exists during the execution of these two tasks.

To reduce GC’s consumption of CPU and I/O resources, the GC Compaction Filter
feature combines these two tasks into one and executes them in the same task. This feature
is enabled by default. You can disable it by configuring gc.enable-compaction-filter =
— false.

2.2.4.1.5 TiFlash limits the compression and data sorting’s use of I/O re-
sources (experimental feature)

This feature alleviates the contention for I/O resources between background tasks and
foreground reads and writes.

This feature is disabled by default. You can enable this feature by modifying the
bg_task_io_rate_limit configuration item.
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2.2.4.1.6 Improve the performance of checking scheduling constraints and
the performance of fixing the unhealthy Regions in a large cluster

2.2.4.2 Ensure that the execution plans are unchanged as much as possible to
avoid performance jitter

User document

2.2.4.2.1 SQL Binding supports the INSERT, REPLACE, UPDATE, DELETE state-
ments

When tuning performance or maintaining the database, if you find that the system
performance is unstable due to unstable execution plans, you can select a manually optimized
SQL statement according to your judgement or tested by EXPLAIN ANALYZE. You can bind
the optimized SQL statement to the SQL statement to be executed in the application code
to ensure stable performance.

When manually binding SQL statements using the SQL BINDING statement, you need
to ensure that the optimized SQL statement has the same syntax as the original SQL state-
ment.

You can view the manually or automatically bound execution plan information by run-
ning the SHOW {GLOBAL | SESSION} BINDINGS command. The output is the same as that
of versions earlier than v5.0.

2.2.4.2.2 Automatically capture and bind execution plans

When upgrading TiDB, to avoid performance jitter, you can enable the baseline captur-
ing feature to allow the system to automatically capture and bind the latest execution plan
and store it in the system table. After TiDB is upgraded, you can export the bound exe-
cution plan by running the SHOW GLOBAL BINDING command and decide whether to delete
these plans.

This feature is disbled by default. You can enable it by modifying the server or setting
the tidb_capture_plan_baselines global system variable to ON. When this feature is
enabled, the system fetches the SQL statements that appear at least twice from the Statement
Summary every bind-info-lease (the default value is 3s), and automatically captures and
binds these SQL statements.

2.2.4.3 Improve stability of TiFlash queries

Add a system variable tidb_allow fallback to_tikv to fall back queries to TiKV
when TiFlash fails. The default value is OFF.

2.2.4.4 Improve TiCDC stability and alleviate the OOM issue caused by repli-
cating too much incremental data

User document, #1150
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In TiCDC v4.0.9 or earlier versions, replicating too much data change might cause OOM.
In v5.0, the Unified Sorter feature is enabled by default to mitigate OOM issues caused by
the following scenarios:

o The data replication task in TiCDC is paused for a long time, during which a large
amount of incremental data is accumulated and needs to be replicated.

o The data replication task is started from an early timestamp, so it becomes necessary
to replicate a large amount of incremental data.

Unified Sorter is integrated with the memory/file sort-engine options of earlier versions.
You do not need to manually configure the change.

Limitations:

e You need to provide sufficient disk capacity according to the amount of your incremen-
tal data. It is recommended to use SSDs with free capacity greater than 128 GB.

2.2.5 High availability and disaster recovery

2.2.5.1 Improve system availability during Region membership change
User document, #18079, #7587, #2860

In the process of Region membership changes, “adding a member” and “deleting a mem-
ber” are two operations performed in two steps. If a failure occurs when the membership
change finishes, the Regions will become unavailable and an error of foreground application
is returned.

The introduced Raft Joint Consensus algorithm can improve the system availability
during Region membership change. “adding a member” and “deleting a member” operations
during the membership change are combined into one operation and sent to all members.
During the change process, Regions are in an intermediate state. If any modified member
fails, the system is still available.

This feature is enabled by default. You can disable it by running the pd-ctl config
—> set enable-joint-consensus command to set the enable-joint-consensus value to
false.

2.2.5.2 Optimize the memory management module to reduce system OOM risks

Track the memory usage of aggregate functions. This feature is enabled by default.
When SQL statements with aggregate functions are executed, if the total memory usage of
the current query exceeds the threshold set by mem-quota-query, the system automatically
performs operations defined by ocom-action.

2.2.5.3 Improve the system availability during network partition
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2.2.6 Data migration

2.2.6.1 Migrate data from S3/Aurora to TiDB

TiDB data migration tools support using Amazon S3 (and other S3-compatible storage
services) as the intermediate for data migration and initializing Aurora snapshot data directly
into TiDB, providing more options for migrating data from Amazon S3/Aurora to TiDB.

To use this feature, refer to the following documents:

o Export data to Amazon S3 cloud storage, #8
o Migrate from Amazon Aurora MySQL Using TiDB Lightning, #266

2.2.6.2 Optimize the data import performance of TiDB Cloud

TiDB Lightning optimizes its data import performance specifically for AWS T1.standard
configurations (or equivalent) of TiDB Cloud. Test results show that TiDB Lightning im-
proves its speed of importing 1TB of TPC-C data into TiDB by 40%, from 254 GiB/h to
366 GiB/h.

2.2.7 Data sharing and subscription

2.2.7.1 Integrate TiDB to Kafka Connect (Confluent Platform) using TiCDC
(experimental feature)

User document, #660

To support the business requirements of streaming TiDB data to other systems, this
feature enables you to stream TiDB data to the systems such as Kafka, Hadoop, and Oracle.

The Kafka connectors protocol provided by the Confluent platform is widely used in the
community, and it supports transferring data to either relational or non-relational databases
in different protocols. By integrating TiCDC to Kaftka Connect of the Confluent platform,
TiDB extends the ability to stream TiDB data to other heterogeneous databases or systems.

2.2.7.2 Support cyclic replication between TiDB clusters using TiCDC
(experimental feature)

User document, #471

Because of the communication latency and other issues caused by geographical differ-
ences, this scenario exists: to support the local business, users deploy multiple TiDB clusters
in different geographical areas, and then to accomplish tasks such as analytics and settle-

ments, users replicate data across multiple TiDB clusters or aggregate the replicated data
to a central TiDB hub.

TiCDC supports replicating data across multiple independent TiDB clusters. For exam-
ple, TiDB cluster A, cluster B, and cluster C all have a table named test.user_data and
write data into this table respectively. With the cyclic replication feature, the data written
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into test.user_data in one cluster can be replicated to the other two clusters, so that the
test.user_data table in the three clusters is consistent with each other.

This feature can be used in the following scenarios:

o Multiple TiDB clusters back up data for each other, so the application can switch to
a normal TiDB cluster in the event of a disaster.

o Multiple geo-distributed TiDB clusters are deployed to support the local business, and
the data in the same tables needs to be replicated between TiDB clusters.

This feature has the following limitations and constraints:

o Writing data to tables with auto-increment IDs in different clusters is not supported,
because the data replication causes data to overwrite each other and then results in
data loss.

o Writing the same data to the same table in different clusters is not supported, because
the data replication causes data to overwrite each other and then results in data loss.

2.2.8 Diagnostics

User document

During the troubleshooting of SQL performance issues, detailed diagnostic information
is needed to determine the causes of performance issues. Before TiDB 5.0, the information
collected by the EXPLAIN statements was not detailed enough. The root causes of the issues
can only be determined based on log information, monitoring information, or even on guess,
which might be inefficient.

In TiDB v5.0, the following improvements are made to help you troubleshoot perfor-
mance issues more efficiently:

o Support using the EXPLAIN ANALYZE statement to analyze all DML statements to show
the actual performance plans and the execution information of each operator. #18056

e Support using the EXPLAIN FOR CONNECTION statement to check the real-time status
of all the SQL statements being executed. For example, you can use the statement
to check the execution duration of each operator and the number of processed rows.
#18233

e Provide more details about the operator execution in the output of the EXPLAIN
<~ ANALYZE statement, including the number of RPC requests sent by operators, the
duration of resolving lock conflicts, network latency, the scanned volume of deleted
data in RocksDB, and the hit rate of RocksDB caches. #18663

« Support automatically recording the detailed execution information of SQL statements
in the slow log. The execution information in the slow log is consistent with the output
information of the EXPLAIN ANALYZE statement, which includes the time consumed by
each operator, the number of processed rows, and the number of sent RPC requests.

415009
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2.2.9 Deployment and maintenance

2.2.9.1 Optimize the logic of cluster deployment operations, to help DBAs de-
ploy a set of standard TiDB production cluster faster

User Document

In previous TiDB versions, DBAs using TiUP to deploy TiDB clusters find that the
environment initialization is complicated, the checksum configuration is excessive, and the
cluster topology file is difficult to edit. All of these issues lead to low deployment efficiency
for DBAs. In TiDB v5.0, the TiDB deployment efficiency using TiUP is improved for DBAs
through the following items:

o TiUP Cluster supports the check topo.yaml command to perform a more comprehen-
sive one-click environment check and provide repair recommendations.

o TiUP Cluster supports the check topo.yaml --apply command to automatically re-
pair environmental problems found during the environment check.

o TiUP Cluster supports the template command to get the cluster topology template
file for DBAs to edit and support modifying the global node parameters.

o TiUP supports editing the remote_config parameter using the edit-config com-
mand to configure remote Prometheus.

o TiUP supports editing the external_alertmanagers parameter to configure different
AlertManagers using the edit-config command.

o When editing the topology file using the edit-config subcommand in tiup-cluster,
you can modify the data types of the configuration item values.

2.2.9.2 Improve upgrade stability

Before TiUP v1.4.0, during the upgrade of a TiDB cluster using tiup-cluster, the SQL
responses of the cluster jitter for a long period of time, and during PD online rolling upgrades,
the QPS of the cluster jitter between 10s to 30s.

TiUP v1.4.0 adjusts the logic and makes the following optimizations:

o During the upgrade of PD nodes, TiUP automatically checks the status of the restarted
PD node, and then rolls to upgrade the next PD node after confirming that the status
is ready.

o TiUP identifies the PD role automatically, first upgrades the PD nodes of the follower
role, and finally upgrades the PD Leader node.

2.2.9.3 Optimize the upgrade time

Before TiUP v1.4.0, when DBAs upgrade TiDB clusters using tiup-cluster, for clusters
with a large number of nodes, the total upgrade time is long and cannot meet the upgrade
time window requirement for certain users.

Starting from v1.4.0, TiUP optimizes the following items:
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» Supports fast offline upgrades using the tiup cluster upgrade --offline subcom-
mand.

o Speeds up the Region Leader relocation for users using rolling upgrades during up-
grades by default, so that reduces the time of rolling TiKV upgrades.

o Checks the status of the Region monitor using the check subcommand before running
a rolling upgrade. Ensure that the cluster is in a normal state before the upgrade, thus
reducing the probability of upgrade failures.

2.2.9.4 Support the breakpoint feature

Before TiUP v1.4.0, when DBAs upgrade TiDB clusters using tiup-cluster, if the execu-
tion of a command is interrupted, all the upgrade operations have to be performed again
from the beginning.

TiUP v1.4.0 supports retrying failed operations from breakpoints using the tiup-cluster
replay subcommand, to avoid re-executing all operations after an upgrade interruption.

2.2.9.5 Enhance the functionalities of maintenance and operations

TiUP v1.4.0 further enhances the functionalities for operating and maintaining TiDB
clusters.

e Supports the upgrade or patch operation on the downtime TiDB and DM clusters to
adapt to more usage scenarios.

o Adds the --version parameter to the display subcommand of tiup-cluster to get the
cluster version.

o When only Prometheus is included in the node being scaled out, the operation of
updating the monitoring configuration is not performed, to avoid scale-out failure due
to the absence of the Prometheus node.

o Adds user input to the error message when the results of the input TiUP commands
are incorrect, so that you can locate the cause of the problem more quickly.

2.2.10 Telemetry

TiDB adds cluster usage metrics in telemetry, such as the number of data tables, the
number of queries, and whether new features are enabled.

To learn more about details and how to disable this behavior, refer to telemetry.

2.3 TiDB Features

This document lists the features supported in each TiDB version. Note that supports
for experimental features might change before the final release.

2.3.1 Data types, functions, and operators
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Data types, functions, and operators

5.2

5.1

2.0

4.0

Numeric types

Date and time types

String types

JSON type

Control flow functions

String functions

Numeric functions and operators
Date and time functions

Bit functions and operators

Cast functions and operators
Encryption and compression functions
Information functions

JSON functions

Aggregation functions

Window functions

Miscellaneous functions
Operators

Character sets and collations !

Y
Y
Y

Experimental

KK KRR

Experimental

<<

Y
Y
Y

Experimental

T o

Experimental

R

Y
Y
Y

Experimental

<

Experimental

A

Y
Y
Y

o

R KK

Experimental

Experimental

2.3.2 Indexing and constraints

Indexing and constraints

5.2

5.1

5.0

4.

Expression indexes
Columnar storage (TiFlash)
RocksDB engine

Titan plugin

Invisible indexes

Composite PRIMARY KEY
Unique indexes

Clustered index on integer PRIMARY KEY

Clustered index on composite or non-integer key

Experimental

e A LS

Experimental

KK KRR

Experimental

e A

Experii

AR P AT T e

2.3.3 SQL statements

SQL statements

5.0

Basic SELECT, INSERT, UPDATE, DELETE, REPLACE

INSERT ON DUPLICATE KEY UPDATE
LOAD DATA INFILE

LTiDB incorrectly treats latinl as a subset of utf8. See TiDB #18955 for more details.
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SQL statements

o
X

o
f—t

o
=}
N

SELECT INTO OUTFILE

INNER JOIN, LEFT\|RIGHT [OUTER] JOIN
UNION, UNION ALL

EXCEPT and INTERSECT operators
GROUP BY, ORDER BY

Window Functions

Common Table Expressions (CTE)
START TRANSACTION, COMMIT, ROLLBACK
EXPLAIN

EXPLAIN ANALYZE

User-defined variables

Table Lock

KK KKK KK

Experimental
Experimental

o

Experimental
Experimental

KKK Z K<
A A A A A A A

Experimental Experi
Experimental Experi

2.3.4 Advanced SQL features

Advanced SQL features

5.2

5.1

5.0

4.0

Prepared statement cache Experimental

SQL plan management (SPM)
Coprocessor cache

Stale Read

Follower reads

Read historical data (tidb_snapshot)
Optimizer hints

MPP Execution Engine

Index Merge Join Experimental

Tl o

MR KKK

Experimental

Experimental

KKK Z KK

Experimental Experimental

Y
Experimental
N
Y
Y
Y
N

Experimental Experimental

2.3.5 Data definition language (DDL)

Data definition language (DDL)

5.2

5.1

5.0 4.0

Basic CREATE, DROP, ALTER, RENAME, TRUNCATE

Generated columns

Views

Sequences

Auto increment

Auto random

DDL algorithm assertions
Multi-schema change: add columns
Change column type

Y

Experimental

Y
Y
Y
Y
Y

Experimental

Y

Y

Experimental

Y
Y
Y
Y
Y

Experimental

Y

Y Y

Experimental Experime

Y Y
Y Y
Y Y
Y Y
Y Y

Experimental Experime

N N
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2.3.6 Transactions

Transactions 5.2 5.1 5.0 4.0

Async commit

1PC

Large transactions (10GB)

Pessimistic transactions

Optimistic transactions

Repeatable-read isolation (snapshot isolation)
Read-committed isolation

S T T
T o T Tl
T T T
KKK <202

2.3.7 Partitioning

Partitioning 5.2 5.1 5.0 4.0
Range partitioning Y Y Y Y
Hash partitioning Y Y Y Y
List partitioning Experimental Experimental Experimental N
List COLUMNS partitioning Experimental Experimental Experimental N
EXCHANGE PARTITION Experimental Experimental Experimental N
Dynamic Pruning Experimental Experimental N N

2.3.8 Statistics

Statistics 5.2 5.1 5.0 4.0
CMSketch Deprecated Deprecated Deprecated Y
Histograms Y Y Y Y
Extended statistics (multiple columns) Experimental Experimental Experimental N
Statistics Feedback Experimental FExperimental Experimental Experimental
Fast Analyze Experimental FExperimental Experimental Experimental

2.3.9 Security

Security 5.2 5.1 5.0 4.0

Transparent layer security (TLS)
Encryption at rest (TDE)

Role-based authentication (RBAC)
Certificate-based authentication
caching sha2 password authentication
MySQL compatible GRANT system

<
<2
<2
<2
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Security 5.2 5.1 5.0 4.0

Dynamic Privileges
Security Enhanced Mode
Redacted Log Files

<<
<<
< 22
2 2z

2.3.10 Data import and export

Data import and export 5.2 5.1 5.0 4.0
Fast Importer (TiDB Lightning) Y Y Y Y
mydumper logical dumper Deprecated Deprecated Deprecated Deprecated

Dumpling logical dumper
Transactional LOAD DATA
Database migration toolkit (DM)
TiDB Binlog

Change data capture (CDC)

<
<
<
< <2

2.3.11 Management, observability, and tools

Management, observability, and tools 5.2 5.1 5.0 4.0
TiDB Dashboard Y Y Y Y
SQL diagnostics Experimental Experimental Experimental FExperimenta
Information schema Y Y Y Y
Metrics schema Y Y Y Y
Statements summary tables Y Y Y Y
Slow query log Y Y Y Y
TiUP deployment Y Y Y Y
Ansible deployment N N N Deprecated
Kubernetes operator Y Y Y Y
Built-in physical backup Y Y Y Y
Global Kill Experimental Experimental Experimental Experimenta
Lock View Y Experimental Experimental Experimenta
SHOW CONFIG Y Y Y Y
SET CONFIG Experimental FExperimental Experimental Experimenta

2.4 TiDB Experimental Features

This document introduces the experimental features of TiDB in different versions. It is
NOT recommended to use these features in the production environment.
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2.4.1 Performance

« Randomly sample about 10000 rows of data to quickly build statistics (Introduced in
v3.0)

2.4.2 Stability

« Improve the stability of the optimizer’s choice of indexes (Introduced in v5.0)

— Extend the statistics feature by collecting the multi-column order dependency
information.

— Refactor the statistics module, including deleting the TopN value from CMSKetch
and the histogram, and adding NDV information for histogram buckets of each ta-
ble index. For details, see descriptions about Statistics - tidb_analyze version
— = 2.

2.4.3 Scheduling

o Cascading Placement Rules feature. It is a replica rule system that guides PD to
generate corresponding schedules for different types of data. By combining different
scheduling rules, you can finely control the attributes of any continuous data range,
such as the number of replicas, the storage location, the host type, whether to partici-
pate in Raft election, and whether to act as the Raft leader. See Cascading Placement
Rules for details. (Introduced in v4.0)

» Elastic scheduling feature. It enables the TiDB cluster to dynamically scale out and
in on Kubernetes based on real-time workloads, which effectively reduces the stress
during your application’s peak hours and saves overheads. See Enable TidbCluster
Auto-scaling for details. (Introduced in v4.0)

2.4.4 SQL

« List Partition (Introduced in v5.0)

« List COLUMNS Partition (Introduced in v5.0)

o The expression index feature. The expression index is also called the function-based
index. When you create an index, the index fields do not have to be a specific column
but can be an expression calculated from one or more columns. This feature is useful
for quickly accessing the calculation-based tables. See Expression index for details.
(Introduced in v4.0)

e Generated Columns.

o User-Defined Variables.

o JSON data type and JSON functions.

« Prepare Plan cache. (Introduced in v4.0)

o Using ALTER TABLE to modify multiple columns or indexes (Introduced in v5.0.0)

o Cascades Planner: a cascades framework-based top-down query optimizer (Introduced
in v3.0)
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« Table Lock (Introduced in v4.0.0)

2.4.5 Configuration management

» Persistently store configuration parameters in PD, and support dynamically modifying
configuration items. (Introduced in v4.0)

2.4.6 Data sharing and subscription

o Integrate TiCDC with Kafka Connect (Confluent Platform) (Introduced in v5.0)
o The cyclic replication feature of TiCDC (Introduced in v5.0)

2.4.7 Storage

e Disable Titan.
o Titan Level Merge.

2.4.8 Backup and restoration

e Back up Raw KV.

2.4.9 Garbage collection

e Green GC.

2.4.10 Diagnostics

o SQL diagnostics.
o Cluster diagnostics.

2.5 Benchmarks

2.5.1 TiDB Sysbench Performance Test Report — v5.0 vs. v4.0

2.5.1.1 Test purpose
This test aims at comparing the Sysbench performance of TiDB v5.0 and TiDB v4.0 in
the Online Transactional Processing (OLTP) scenario.

2.5.1.2 Test environment (AWS EC2)

2.5.1.2.1 Hardware configuration

49



Service type EC2 type Instance count

PD mb.xlarge 3
TiKV i3.4xlarge 3
TiDB ch.dxlarge 3
Sysbench cH.9xlarge 1

2.5.1.2.2 Software version

Service type Software version

PD 4.0 and 5.0
TiDB 4.0 and 5.0
TiKV 4.0 and 5.0

Sysbench 1.0.20

2.5.1.2.3 Parameter configuration

TiDB v4.0 configuration

B’ PingCAP

log.level: "error"
performance.max-procs: 20
prepared-plan—-cache.enabled: true
tikv-client.max-batch-wait-time: 2000000

TiKV v4.0 configuration

storage.scheduler-worker-pool-size: b
raftstore.store-pool-size: 3
raftstore.apply-pool-size: 3
rocksdb.max-background-jobs: 3
raftdb.max-background-jobs: 3
raftdb.allow-concurrent-memtable-write: true
server.grpc-concurrency: 6
readpool.unified.min-thread-count: 5
readpool.unified.max-thread-count: 20
readpool.storage.normal-concurrency: 10
pessimistic-txn.pipelined: true

TiDB v5.0 configuration

log.level: "error"
performance.max-procs: 20
prepared-plan-cache.enabled: true
tikv-client.max-batch-wait-time: 2000000

TiKV v5.0 configuration
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storage.scheduler-worker-pool-size: 5
raftstore.store-pool-size: 3
raftstore.apply-pool-size: 3
rocksdb.max-background-jobs: 8
raftdb.max-background-jobs: 4
raftdb.allow-concurrent-memtable-write: true
server.grpc-concurrency: 6
readpool.unified.min-thread-count: 5
readpool.unified.max-thread-count: 20
readpool.storage.normal-concurrency: 10
pessimistic-txn.pipelined: true
server.enable-request-batch: false

TiDB v4.0 global variable configuration

set global tidb_hashagg final_ concurrency=1;
set global tidb_hashagg partial_concurrency=1;

TiDB v5.0 global variable configuration

set global tidb_hashagg final concurrency=1;
set global tidb_hashagg _partial_concurrency=1;
set global tidb_enable_async_commit = 1;

set global tidb_enable_1pc = 1;

set global tidb_guarantee_linearizability = O;
set global tidb_enable_clustered_index = 1;

2.5.1.3 Test plan

Deploy TiDB v5.0 and v4.0 using TiUP.

Use Sysbench to import 16 tables, each table with 10 million rows of data.

Execute the analyze table statement on each table.

Back up the data used for restore before different concurrency tests, which ensures

data consistency for each test.

5. Start the Sysbench client to perform the point_select, read_write, update_index,
and update non_index tests. Perform stress tests on TiDB via AWS NLB. In each
type of test, the warm-up takes 1 minute and the test takes 5 minutes.

6. After each type of test is completed, stop the cluster, overwrite the cluster with the

backup data in step 4, and restart the cluster.

-~ =

2.5.1.3.1 Prepare test data

Execute the following command to prepare the test data:
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sysbench oltp_common \

--threads=16 \

—--rand-type=uniform \

--db-driver=mysql \

--mysql-db=sbtest \
--mysql-host=%$aws_nlb_host \
--mysql-port=$aws_nlb_port \
--mysql-user=root \
--mysql-password=password \

prepare --tables=16 --table-size=10000000

2.5.1.3.2 Perform the test

Execute the following command to perform the test.

sysbench $testname \

—--threads=$threads \

--time=300 \

—--report-interval=1 \
--rand-type=uniform \
—--db-driver=mysql \

--mysql-db=sbtest \
--mysql-host=$aws_nlb_host \
--mysql-port=$aws_nlb_port \

run --tables=16 --table-size=10000000

2.5.

1.4 Test results

2.5.1.4.1 Point Select performance

Threads v4.0 QPS  v4.0 95% latency (ms) v5.0 QPS  v5.0 95% latency (ms) QPS improvement
150 159451.19 1.32 177876.25 1.23 11.56%
300 244790.38 1.96 252675.03 1.82 3.22%
600 322929.05 3.75 331956.84 3.36 2.80%
900 364840.05 5.67 365655.04 5.09 0.22%
1200 376529.18 7.98 366507.47 7.04 -2.66%
1500 368390.52 10.84 372476.35 8.90 1.11%

Compared with v4.0, the Point Select performance of TiDB v5.0 has increased by 2.7%.
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2.5.1.4.2 Update Non-index performance
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1000 1200 1400

1600

Threads v4.0 QPS  v4.0 95% latency (ms) v5.0 QPS  v5.0 95% latency (ms) QPS improvement
150 17243.78  11.04 30866.23  6.91 79.00%
300 25397.06 15.83 45915.39 9.73 80.79%
600 33388.08  25.28 60098.52 16.41 80.00%
900 38291.75  36.89 70317.41  21.89 83.64%
1200 41003.46  55.82 76376.22  28.67 86.27%
1500 44702.84  62.19 80234.58  34.95 79.48%

Compared with v4.0, the Update Non-index performance of TiDB v5.0 has increased by

81%.
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Figure 2: Update Non-index

2.5.1.4.3 Update Index performance

Threads v4.0 QPS  v4.0 95% latency (ms) v5.0 QPS  v5.0 95% latency (ms) QPS improvement

150 11736.21  17.01 15631.34 17.01 33.19%
300 15435.95  28.67 19957.06  22.69 29.29%
600 18983.21  49.21 23218.14  41.85 22.31%
900 20855.29  74.46 26226.76  53.85 25.76%
1200 21887.64  102.97 28505.41  69.29 30.24%
1500 23621.15  110.66 30341.06  82.96 28.45%

Compared with v4.0, the Update Index performance of TiDB v5.0 has increased by 28%.
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Figure 3: Update Index

2.5.1.4.4 Read Write performance

Threads v4.0 QPS  v4.0 95% latency (ms) v5.0 QPS  v5.0 95% latency (ms) QPS improvement

150 59979.91  61.08 66098.57  55.82 10.20%
300 77118.32  102.97 84639.48  90.78 9.75%
600 90619.52  183.21 101477.46 167.44 11.98%
900 97085.57  267.41 109463.46 240.02 12.75%
1200 106521.61 331.91 115416.05 320.17 8.35%
1500 116278.96  363.18 118807.5  411.96 2.17%

Compared with v4.0, the read-write performance of TiDB v5.0 has increased by 9%.

55



Read Write

== v4.0.12 == v5.0
125000

P PingCAP

100000

75000

QPs

50000

25000

0 200 400 600 800 1000 1200

Threads

Figure 4: Read Write

2.5.2 TiDB TPC-C Performance Test Report — v5.0 vs. v4.0

2.5.2.1 Test purpose

1400 1600

This test aims at comparing the TPC-C performance of TiDB v5.0 and TiDB v4.0 in

the Online Transactional Processing (OLTP) scenario.
2.5.2.2 Test environment (AWS EC2)

2.5.2.2.1 Hardware configuration

Service type EC2 type Instance count

PD mb.xlarge 3
TiKV i3.4xlarge 3
TiDB cH.4xlarge 3
TPC-C ch.9xlarge 1

2.5.2.2.2 Software version
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Service type Software version
PD 4.0 and 5.0
TiDB 4.0 and 5.0
TiKV 4.0 and 5.0

BenchmarkSQL None

2.5.2.2.3 Parameter configuration

TiDB v4.0 configuration

B’ PingCAP

log.level: "error"
performance.max-procs: 20
prepared-plan—-cache.enabled: true
tikv-client.max-batch-wait-time: 2000000

TiKV v4.0 configuration

pessimistic-txn.pipelined: true
raftdb.allow-concurrent-memtable-write: true
raftdb.max-background-jobs: 4
raftstore.apply-max-batch-size: 2048
raftstore.apply-pool-size: 3
raftstore.store-max-batch-size: 2048
raftstore.store-pool-size: 3
readpool.storage.normal-concurrency: 10
readpool.unified.max-thread-count: 20
readpool.unified.min-thread-count: b5
rocksdb.max-background-jobs: 8
server.grpc-concurrency: 6
storage.scheduler-worker-pool-size: 20

TiDB v5.0 configuration

log.level: "error"
performance.max-procs: 20
prepared-plan-cache.enabled: true
tikv-client.max-batch-wait-time: 2000000

TiKV v5.0 configuration

pessimistic-txn.pipelined: true
raftdb.allow-concurrent-memtable-write: true
raftdb.max-background-jobs: 4
raftstore.apply-max-batch-size: 2048
raftstore.apply-pool-size: 3
raftstore.store-max-batch-size: 2048
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raftstore.store-pool-size: 3
readpool.storage.normal-concurrency: 10
readpool.unified.max-thread-count: 20
readpool.unified.min-thread-count: 5
rocksdb.max-background-jobs: 8
server.grpc-concurrency: 6
storage.scheduler-worker-pool-size: 20
server.enable-request-batch: false

TiDB v4.0 global variable configuration

set global tidb_hashagg_ final_concurrency=1;
set global tidb_hashagg partial_concurrency=1;

TiDB v5.0 global variable configuration

set global tidb_hashagg final concurrency=1;
set global tidb_hashagg partial_concurrency=1;
set global tidb_enable_async_commit = 1;

set global tidb_enable_1pc = 1;

set global tidb_guarantee_linearizability = O;
set global tidb_enable_clustered_index = 1;

2.5.2.3 Test plan

1. Deploy TiDB v5.0 and v4.0 using TiUP.
2. Use BenchmarkSQL to import the TPC-C 5000 Warehouse data.

1. Compile BenchmarkSQL:

git clone https://github.com/pingcap/benchmarksql && cd
— benchmarksql && ant

2. Enter the run directory, edit the props.mysql file according to the actual situa-
tion, and modify the conn, warehouses, loadWorkers, terminals, and runMins
configuration items.

3. Execute the runSQL.sh ./props.mysql sql.mysql/tableCreates.sql com-
mand.

4. Execute the runSQL.sh ./props.mysql sql.mysql/indexCreates.sql com-
mand.

5. Run MySQL client and execute the analyze table statement on every table.

3. Execute the runBenchmark.sh ./props.mysql command.

4. Extract the tpmC data of New Order from the result.
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2.5.2.4 Test result

According to the test statistics, the TPC-C performance of TiDB v5.0 has increased
by 36% compared with that of TiDB v4.0.

TiDB v4.0.12 and v5.0.0 TPC-C 5000 Warehouses

w= v4.0.12 == v5.0.0
50000

40000

30000

20000

New Order tpmC

10000

250 500 750 1000 1250 1500

Threads

Figure 5: TPC-C

2.5.3 TiDB TPC-H 100GB Performance Test Report — TiDB v5.0 MPP mode
vs. Greenplum 6.15.0 and Apache Spark 3.1.1

2.5.3.1 Test overview

This test aims at comparing the TPC-H 100GB performance of TiDB v5.0 in the MPP
mode with that of Greenplum and Apache Spark, two mainstream analytics engines, in their
latest versions. The test result shows that the performance of TiDB v5.0 in the MPP mode
is two to three times faster than that of the other two solutions under TPC-H workload.

In v5.0, TiDB introduces the MPP mode for TiFlash, which significantly enhances
TiDB’s Hybrid Transactional and Analytical Processing (HTAP) capabilities. Test objects
in this report are as follows:

o TiDB v5.0 columnar storage in the MPP mode
e Greenplum 6.15.0
o Apache Spark 3.1.1 + Parquet

2.5.3.2 Test environment
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2.5.3.2.1 Hardware prerequisite

o Node count: 3

CPU: Intel(R) Xeon(R) CPU E5-2630 v4 @ 2.20GHz, 40 cores
e Memory: 189 GB

Disks: NVMe 3TB * 2

2.5.3.2.2 Software version

Service type Software version

TiDB 5.0
Greenplum 6.15.0
Apache Spark 3.1.1

2.5.3.2.3 Parameter configuration
TiDB v5.0

For the v5.0 cluster, TiDB uses the default parameter configuration except for the fol-
lowing configuration items.

In the configuration file users.toml of TiFlash, configure max_memory_usage as follows:

[profiles.default]
max_memory_usage = 10000000000000

Set session variables with the following SQL statements:

set Q0tidb_isolation_read_engines='tiflash';
set Q0tidb_allow_mpp=1;
set @@tidb_mem_quota_query = 10 << 30;

All TPC-H test tables are replicated to TiFlash in columnar format, with no additional
partitions or indexes.

Greenplum

Except for the initial 3 nodes, the Greenplum cluster is deployed using an additional
master node. Each segment server contains 8 segments, which means 4 segments per NVMe
SSD. So there are 24 segments in total. The storage format is append-only/column-oriented
storage and partition keys are used as primary keys.

log _statement = all
gp_autostats_mode = none
statement mem = 2048MB
gp_vmem_protect_limit = 16384
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Apache Spark
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The test of Apache Spark uses Apache Parquet as the storage format and stores the data
on HDFS. The HDFS system consists of three nodes. Each node has two assigned NVMe
SSD disks as the data disks. The Spark cluster is deployed in standalone mode, using NVMe
SSD disks as the local directory of spark.local.dir to speed up the shuffle spill, with no

additional partitions or indexes.

--driver-memory 20G

--total-executor-cores 120

—-—-executor-cores 5

--executor-memory 15G

2.5.3.3 Test result

Note:

The following test results are the average data of three tests. All numbers are

in seconds.

Query ID TiDB v5.0 Greenplum 6.15.0 Apache Spark 3.1.1 + Parquet

1 8.08
2 2.53
3 4.84
4 10.94
) 12.27
6 1.32
7 5.91
8 6.71
9 44.19
10 7.13
11 2.18
12 2.88
13 6.84
14 1.69
15 3.29
16 5.04
17 11.7
18 12.87
19 4.75
20 8.89
21 24.44

64.1307
4.76612
15.62898
12.88318
23.35449
6.033
12.31266
11.82444
22.40144
12.51071
2.6221
7.97906
10.15873
4.79394
10.48785
4.64262
74.65243
64.87646
8.08625
15.47016
39.08594
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Query ID TiDB v5.0 Greenplum 6.15.0 Apache Spark 3.1.1 + Parquet
22 1.23 7.67476 4.59

TPC-H 100GB on 3 Nodes
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Figure 6: TPC-H

In the performance diagram above:

o Blue lines represent TiDB v5.0;

o Red lines represent Greenplum 6.15.0;

* Yellow lines represent Apache Spark 3.1.1.

o The y-axis represents the execution time of the query. The less the time is, the better
the performance is.

2.6 MySQL Compatibility

TiDB is highly compatible with the MySQL 5.7 protocol and the common features and
syntax of MySQL 5.7. The ecosystem tools for MySQL 5.7 (PHPMyAdmin, Navicat, MySQL
Workbench, mysqldump, and Mydumper/myloader) and the MySQL client can be used for
TiDB.
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However, some features of MySQL are not supported. This could be because there is
now a better way to solve the problem (such as XML functions superseded by JSON), or
a lack of current demand versus effort required (such as stored procedures and functions).
Some features might also be difficult to implement as a distributed system.

o In addition, TiDB does not support the MySQL replication protocol, but provides
specific tools to replicate data with MySQL.

— Replicate data from MySQL: TiDB Data Migration (DM) is a tool that supports
the full data migration and the incremental data replication from MySQL/Mari-
aDB into TiDB.

— Replicate data to MySQL: TiCDC is a tool for replicating the incremental data
of TiDB by pulling TiKV change logs. TiCDC uses the MySQL sink to replicate
the incremental data of TiDB to MySQL.

Note:

This page refers to general differences between MySQL and TiDB. Refer to the
dedicated pages for Security and Pessimistic Transaction Model compatibility.

2.6.1 Unsupported features

e Stored procedures and functions

o Triggers

o Events

o User-defined functions

o FOREIGN KEY constraints #18209

o Temporary tables #1248

o FULLTEXT syntax and indexes #1793

« SPATIAL (also known as GIS/GEOMETRY) functions, data types and indexes #6347

o Character sets other than utf8, utf8mb4, ascii, latinl and binary

e SYS schema

o Optimizer trace

o XML Functions

o X-Protocol #1109

e Savepoints #6840

o Column-level privileges #9766

« XA syntax (TiDB uses a two-phase commit internally, but this is not exposed via an
SQL interface)

o CREATE TABLE tblName AS SELECT stmt syntax #4754

o CHECK TABLE syntax #4673

« CHECKSUM TABLE syntax #1895
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e GET_LOCK and RELEASE_LOCK functions #14994
o LOAD DATA with the REPLACE keyword #24515

2.6.2 Features that are different from MySQL

2.6.2.1 Auto-increment ID

o In TiDB, auto-increment columns are only guaranteed to be unique and incremental
on a single TiDB server, but they are not guaranteed to be incremental among multiple
TiDB servers or allocated sequentially. It is recommended that you do not mix default
values and custom values. Otherwise, you might encounter the Duplicated Error
error message.

e You can use the tidb_allow remove auto_inc system variable to allow or forbid
removing the AUTO_INCREMENT column attribute. The syntax of removing the column
attribute is ALTER TABLE MODIFY or ALTER TABLE CHANGE.

o TiDB does not support adding the AUTO_INCREMENT column attribute, and this at-
tribute cannot be recovered once it is removed.

e See AUTO INCREMENT for more details.

Note:

o If you have not specified the primary key when creating a table, TiDB
uses _tidb_rowid to identify the row. The allocation of this value shares
an allocator with the auto-increment column (if such a column exists).
If you specify an auto-increment column as the primary key, TiDB uses
this column to identify the row. In this situation, the following situation
might happen:

mysql> CREATE TABLE t(id INT UNIQUE KEY AUTU_INCREMENT);
Query OK, O rows affected (0.05 sec)

mysql> INSERT INTO t VALUES(Q),(),(;
Query 0K, 3 rows affected (0.00 sec)
Records: 3 Duplicates: O Warnings: O

mysql> SELECT _tidb_rowid, id FROM t;
- Fmm e +

| tidb_rowid | id |

T — Fmmm e +
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3 rows in set (0.01 sec)

2.6.2.2 Performance schema

TiDB uses a combination of Prometheus and Grafana to store and query the performance
monitoring metrics. Performance schema tables return empty results in TiDB.

2.6.2.3 Query Execution Plan

The output format, output content, and the privilege setting of Query Execution Plan
(EXPLAIN/EXPLAIN FOR) in TiDB is greatly different from those in MySQL.

The MySQL system variable optimizer_switch is read-only in TiDB and has no effect
on query plans. You can also use optimizer hints in similar syntax to MySQL, but the
available hints and implementation might differ.

See Understand the Query Execution Plan for more details.

2.6.2.4 Built-in functions

TiDB supports most of the MySQL built-in functions, but not all. The statement SHOW
< BUILTINS provides a list of functions that are available.

See also: TiDB SQL Grammar.

2.6.2.5 DDL

In TiDB, all supported DDL changes are performed online. Compared with DDL oper-
ations in MySQL, the DDL operations in TiDB have the following major restrictions:

o Multiple operations cannot be completed in a single ALTER TABLE statement. For
example, it is not possible to add multiple columns or indexes in a single statement.
Otherwise, the Unsupported multi schema change error might be output.

« Different types of indexes (HASH|BTREE | RTREE | FULLTEXT) are not supported, and will
be parsed and ignored when specified.

« Adding/Dropping the primary key of the CLUSTERED type is unsupported. For more
details about the primary key of the CLUSTERED type, refer to clustered index.

o Changing the field type to its superset is unsupported. For example, TiDB does not
support changing the field type from INTEGER to VARCHAR, or from TIMESTAMP to
DATETIME. Otherwise, the error information Unsupported modify column: type %d
— not match origin ’%d might be output.

« Change/Modify data type does not currently support “lossy changes”, such as changing
from BIGINT to INT.
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o Change/Modify decimal columns does not support changing the precision.

« Change/Modify integer columns does not permit changing the UNSIGNED attribute.

o The ALGORITHM={INSTANT,INPLACE,COPY} syntax functions only as an assertion in
TiDB, and does not modify the ALTER algorithm. See ALTER TABLE for further details.

o TiDB supports HASH, RANGE, and LIST partitioning types. For an unsupported
partition type, TiDB returns Warning: Unsupported partition type, treat as
— normal table.

o Table partitioning supports ADD, DROP, and TRUNCATE operations. Other partition
operations are ignored. The following table partition syntaxes are not supported:

— PARTITION BY KEY

— SUBPARTITION

— {CHECK|OPTIMIZE|REPAIR|IMPORT |DISCARD |REBUILD |REORGANIZE | COALESCE}
— PARTITION

2.6.2.6 Analyze table

Statistics Collection works differently in TiDB than in MySQL, in that it is a relatively
lightweight and short-lived operation in MySQL/InnoDB, while in TiDB it completely re-
builds the statistics for a table and can take much longer to complete.

These differences are documented further in ANALYZE TABLE.

2.6.2.7 Limitations of SELECT syntax

e The syntax SELECT ... INTO @variable is not supported.

e The syntax SELECT ... GROUP BY ... WITH ROLLUP is not supported.

o The syntax SELECT .. GROUP BY expr does not imply GROUP BY expr ORDER BY
— expr as it does in MySQL 5.7.

For details, see the SELECT statement reference.

2.6.2.8 UPDATE statement
See the UPDATE statement reference.

2.6.2.9 Views

Views in TiDB are not updatable. They do not support write operations such as UPDATE,
INSERT, and DELETE.

2.6.2.10 Storage engines

For compatibility reasons, TiDB supports the syntax to create tables with alternative
storage engines. In implementation, TiDB describes the metadata as the InnoDB storage
engine.
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TiDB supports storage engine abstraction similar to MySQL, but you need to specify
the storage engine using the --store option when you start the TiDB server.

2.6.2.11 SQL modes
TiDB supports most SQL modes:

e The compatibility modes, such as ORACLE and POSTGRESQL are parsed but ignored.
Compatibility modes are deprecated in MySQL 5.7 and removed in MySQL 8.0.

e The ONLY_FULL_GROUP_BY mode has minor semantic differences from MySQL 5.7.

« The NO_DIR_IN_CREATE and NO_ENGINE_SUBSTITUTION SQL modes in MySQL are
accepted for compatibility, but are not applicable to TiDB.

2.6.2.12 Default differences

e Default character set:

— The default value in TiDB is utf8mb4.
— The default value in MySQL 5.7 is latinl.
— The default value in MySQL 8.0 is utf8mb4.

e Default collation:

— The default collation of utf8mb4 in TiDB is utf8mb4_bin.
— The default collation of utf8mb4 in MySQL 5.7 is utf8mb4_general ci.
— The default collation of utf8mb4 in MySQL 8.0 is utf8mb4_0900_ai_ci.

Default value of foreign_key_checks:

— The default value in TiDB is OFF and currently TiDB only supports OFF.
— The default value in MySQL 5.7 is ON.

Default SQL mode:

— The default SQL mode in TiDB includes these modes: ONLY_FULL_GROUP_BY,
< STRICT_TRANS_TABLES,NO ZERO IN DATE,NO_ZERO DATE,ERROR_FOR DIVISION BY ZERO
< ,NO_AUTO_CREATE_USER,NO_ENGINE_SUBSTITUTION.

— The default SQL mode in MySQL:

* The default SQL mode in MySQL 5.7 is the same as TiDB.

* The default SQL mode in MySQL 8.0 includes these modes: ONLY_FULL_GROUP_BY
<> ,STRICT_TRANS_ TABLES,NO_ZERO IN DATE,NO_ZERO DATE,ERROR_FOR_DIVISION BY_
— ,NO_ENGINE SUBSTITUTION.

o Default value of lower_case_table names:

— The default value in TiDB is 2 and currently TiDB only supports 2.
— The default value in MySQL:

* On Linux: 0
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* On Windows: 1
* On macOS: 2

o Default value of explicit_defaults_for_timestamp:

— The default value in TiDB is ON and currently TiDB only supports ON.
— The default value in MySQL:

* For MySQL 5.7: OFF.
* For MySQL 8.0: ON.

2.6.2.13 Date and Time
2.6.2.13.1 Named timezone

« TiDB uses all time zone rules currently installed in the system for calculation (usually
the tzdata package). You can use all time zone names without importing the time
zone table data. You cannot modify the calculation rules by importing the time zone
table data.

o MySQL uses the local time zone by default and relies on the current time zone rules
built into the system (such as when to start daylight saving time) for calculation; and
the time zone cannot be specified by the time zone name without importing the time
zone table data.

2.6.2.14 Type system differences
The following column types are supported by MySQL, but NOT by TiDB:

« FLOAT4/FLOATS

e SQL_TSI * (including SQL TSI MONTH, SQL TSI WEEK, SQL_TSL DAY,
SQL TSI HOUR, SQL TSI MINUTE and SQL TSI SECOND, excluding
SQL TSI YEAR)

2.6.2.15 Incompatibility caused by deprecated features

TiDB does not implement certain features that have been marked as deprecated in
MySQL, including;:

o Specifying precision for floating point types. MySQL 8.0 deprecates this feature, and
it is recommended to use the DECIMAL type instead.

o The ZEROFILL attribute. MySQL 8.0 deprecates this feature, and it is recommended
to instead pad numeric values in your application.
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2.7 TiDB Limitations

This document describes the common usage limitations of TiDB, including the maxi-
mum identifier length and the maximum number of supported databases, tables, indexes,
partitioned tables, and sequences.

2.7.1 Limitations on identifier length

Identifier type Maximum length (number of characters allowed)

Database 64
Table 64
Column 64
Index 64
View 64
Sequence 64

2.7.2 Limitations on the total number of databases, tables, views, and connec-
tions

Identifier type Maximum number

Databases unlimited
Tables unlimited
Views unlimited
Connections unlimited

2.7.3 Limitations on a single database

Type  Upper limit

Tables unlimited

2.7.4 Limitations on a single table

Type Upper limit (default value)

Columns  Defaults to 1017 and can be adjusted up to 4096
Indexes Defaults to 64 and can be adjusted up to 512
Rows unlimited

Size unlimited
Partitions 8192
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e The upper limit of Columns can be modified via table-column-count-limit.

e The upper limit of Indexes can be modified via index-limit.

2.7.5 Limitation on a single row

Type Upper limit

Size 6 MB by
default. You
can adjust
the size
limit via the

txn-entry-
— size-
— limit
configura-
tion

item.

2.7.6 Limitation on a single column

Type Upper limit
Size 6 MB

2.7.7 Limitations on string types

Type Upper limit
CHAR 256 characters
BINARY 256 characters

VARBINARY 65535 characters
VARCHAR 16383 characters
TEXT 6 MB
BLOB 6 MB

2.7.8 Limitations on SQL statements
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Type Upper limit
The When the
maximum optimistic
number of transaction
SQL is used and
statements the
in a single transaction
transaction  retry is
enabled, the
default
upper limit
is 5000,
which can
be modified
using
stmt-count
— —-limit.

2.8 Credits

Each contributor has played an important role in promoting the robust development
of TiDB. We sincerely appreciate all contributors who have submitted code, written and
translated documents for TiDB.

2.8.1 TiDB developers

TiDB developers contribute to new feature development, performance improvement, sta-
bility guarantee, and bug fixes. The following is the list of contributors in TiDB related
repos:

 pingcap/tidb

o tikv/tikv

* pingcap/parser

o tikv/pd
 pingcap/tidb-operator
 pingcap/tiup

e pingcap/br
 pingcap/dm

e pingcap/tidb-binlog
 pingcap/tidb-dashboard
 pingcap/tiflow

« pingcap/tidb-tools

« pingcap/tidb-lightning
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 pingcap/tispark

e pingcap/dumpling

o tikv/client-java

o tidb-incubator/TiBigData
e ti-community-infra

2.8.2 Writers and translators for TiDB documentation

Writers and translators write and translate documents for TiDB and the related projects.
The following is the list of contributors in TiDB documentation related repos:

 pingcap/docs-cn
 pingcap/docs

« pingcap/docs-tidb-operator
« pingcap/docs-dm

o tikv/website

3 Quick Start

3.1 Quick Start Guide for the TiDB Database Platform

This guide walks you through the quickest way to get started with TiDB. For non-
production environments, you can deploy your TiDB database by either of the following
methods:

e Deploy a local test cluster (for Mac and Linux)
« Simulate production deployment on a single machine (for Linux only)

Note:

o TiDB, TiUP and TiDB Dashboard share usage details with PingCAP
to help understand how to improve the product. For details about what
is shared and how to disable the sharing, see Telemetry.

o The deployment method provided in this guide is ONLY FOR quick
start, NOT FOR production.

— To deploy an on-premises production cluster, see production instal-
lation guide.

— To deploy TiDB in Kubernetes, see Get Started with TiDB in Ku-
bernetes.

— To manage TiDB in the cloud, see TiDB Cloud Quick Start.
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3.1.1 Deploy a local test cluster

e Scenario: Quickly deploy a local TiDB cluster for testing using a single Mac or Linux
server. By deploying such a cluster, you can learn the basic architecture of TiDB
and the operation of its components, such as TiDB, TiKV, PD, and the monitoring
components.

Note:

Currently, some TiDB components do not have a released version that sup-
ports the Apple M1 chip. Therefore, the tiup playground command cur-
rently cannot be executed on the local Mac machine that uses the Apple M1
chip.

As a distributed system, a basic TiDB test cluster usually consists of 2 TiDB instances,
3 TiKV instances, 3 PD instances, and optional TiFlash instances. With TiUP Playground,
you can quickly build the test cluster by taking the following steps:

1. Download and install TiUP:

curl --proto '=https' --tlsvl.2 -sSf https://tiup-mirrors.pingcap.com/
< install.sh | sh

2. Declare the global environment variable:

Note:

After the installation, TiUP displays the absolute path of the correspond-
ing profile file. You need to modify the following source command
according to the path.

source .bash_profile

3. Start the cluster in the current session:

o If you want to start a TiDB cluster of the latest version with 1 TiDB instance,
1 TiKV instance, 1 PD instance, and 1 TiFlash instance, run the following com-
mand:

tiup playground
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o If you want to specify the TiDB version and the number of the instances of each
component, run a command like this:

tiup playground v5.0.6 --db 2 --pd 3 --kv 3 --monitor

The command downloads a version cluster to the local machine and starts it, such
as v5.0.6. —-monitor means that the monitoring component is also deployed.

To view the latest version, run tiup list tidb.
This command returns the access methods of the cluster:

CLUSTER START SUCCESSFULLY, Enjoy it ~-7

To connect TiDB: mysql --host 127.0.0.1 --port 4000 -u root
To connect TiDB: mysql --host 127.0.0.1 --port 4001 -u root
To view the dashboard: http://127.0.0.1:2379/dashboard

To view the monitor: http://127.0.0.1:9090

Note:

For the playground operated in this way, after the test deployment is
finished, TiUP will clean up the original cluster data. You will get a
new cluster after re-running the command. If you want the data to
be persisted on storage, run tiup --tag <your-tag> playground
< .... For details, refer to TiUP Reference Guide.

4. Start a new session to access TiDB:

e Use the TiUP client to connect to TiDB.

tiup client

e You can also use the MySQL client to connect to TiDB.

mysql --host 127.0.0.1 --port 4000 -u root

5. Access the Prometheus dashboard of TiDB at http://127.0.0.1:9090.

6. Access the TiDB Dashboard at http://127.0.0.1:2379/dashboard. The default user-
name is root, with an empty password.

7. (Optional) Load data to TiFlash for analysis.

8. Clean up the cluster after the test deployment:

1. Stop the process by pressing ctrl-c.

2. Run the following command:

tiup clean --all
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Note:

TiUP Playground listens on 127.0.0.1 by default, and the service is only
locally accessible. If you want the service to be externally accessible, specify
the listening address using the -—host parameter to bind the network interface
card (NIC) to an externally accessible IP address.

As a distributed system, a basic TiDB test cluster usually consists of 2 TiDB instances,
3 TiKV instances, 3 PD instances, and optional TiFlash instances. With TiUP Playground,
you can quickly build the test cluster by taking the following steps:

1. Download and install TiUP:

curl --proto '=https' --tlsvl.2 -sSf https://tiup-mirrors.pingcap.com/
<~ install.sh | sh

2. Declare the global environment variable:

Note:

After the installation, TiUP displays the absolute path of the correspond-
ing profile file. You need to modify the following source command
according to the path.

source .bash_profile

3. Start the cluster in the current session:

o If you want to start a TiDB cluster of the latest version with 1 TiDB instance,
1 TiKV instance, 1 PD instance, and 1 TiFlash instance, run the following com-
mand:

tiup playground

o If you want to specify the TiDB version and the number of the instances of each
component, run a command like this:

tiup playground v5.0.6 --db 2 --pd 3 —-—-kv 3 --monitor

The command downloads a version cluster to the local machine and starts it, such
as v5.0.6. —-monitor means that the monitoring component is also deployed.

To view the latest version, run tiup list tidb.
This command returns the access methods of the cluster:
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CLUSTER START SUCCESSFULLY, Enjoy it ~-7

To connect TiDB: mysql --host 127.0.0.1 --port 4000 -u root
To connect TiDB: mysql --host 127.0.0.1 --port 4001 -u root
To view the dashboard: http://127.0.0.1:2379/dashboard

To view the monitor: http://127.0.0.1:9090

Note:

For the playground operated in this way, after the test deployment is
finished, TiUP will clean up the original cluster data. You will get a
new cluster after re-running the command. If you want the data to
be persisted on storage, run tiup --tag <your-tag> playground
<~ .... For details, refer to TiUP Reference Guide.

4. Start a new session to access TiDB:

e Use the TiUP client to connect to TiDB.

tiup client

e You can also use the MySQL client to connect to TiDB.
mysql --host 127.0.0.1 —--port 4000 -u root

5. Access the Prometheus dashboard of TiDB at http://127.0.0.1:9090.

6. Access the TiDB Dashboard at http://127.0.0.1:2379/dashboard. The default user-
name is root, with an empty password.

7. (Optional) Load data to TiFlash for analysis.
8. Clean up the cluster after the test deployment:

1. Stop the process by pressing ctrl-c.

2. Run the following command:

tiup clean --all

Note:

TiUP Playground listens on 127.0.0.1 by default, and the service is only
locally accessible. If you want the service to be externally accessible, specify
the listening address using the --host parameter to bind the network interface
card (NIC) to an externally accessible IP address.
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3.1.2 Simulate production deployment on a single machine

o Scenario: Experience the smallest TiDB cluster with the complete topology and simu-
late the production deployment steps on a single Linux server.

This section describes how to deploy a TiDB cluster using a YAML file of the smallest
topology in TiUP.

3.1.2.1 Prepare

Prepare a target machine that meets the following requirements:

o CentOS 7.3 or a later version is installed
e The Linux OS has access to the Internet, which is required to download TiDB and
related software installation packages

The smallest TiDB cluster topology is as follows:

Note:

The IP address of the following instances only serves as an example IP. In
your actual deployment, you need to replace the IP with your actual IP.

InstanCountIP ~ Configuration

TiKV3 10.0.1 Avoid
10.0.1 don-
10.0.1flict

be-
tween
the
port
and
the
di-
rec-
tory
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PD 1
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InstanCountIP

Configuration

Monitor 10.0.1The

de-
fault
port
Global
di-
rec-
tory
con-
fig-
u-
ra-
tion

Other requirements for the target machine:

e The root user and its password is required
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o Stop the firewall service of the target machine, or open the port needed by the TiDB

cluster nodes

o Currently, the TiUP cluster supports deploying TiDB on the x86_64 (A